
AI Storage Solutions for NVIDIA

Start Small, Grow to Exabytes

Deploy as few as 3 nodes and expand non-disruptively to petabytes and beyond—
without re-architecting or migrating data. One cluster serves every workload tier.

Enterprise Multi-Tenancy

Full isolation per tenant with QoS, RBAC, encryption settings, and billing. Data 
stays isolated from other tenants and from the service provider.

Multi-Site, One Namespace

Geo-distributed clusters operate as a single logical namespace. Policy-
based replication and tiering across sites, clouds, and regions.

Leading Performance 

RDMA for S3 compatible storage support delivers 35GB/s (read) per node with linear 
scaling. Sub-millisecond latency for KV cache and checkpoint I/O. 

Native S3 API — No Lock-In

Full AWS S3 API compatibility means zero application changes. Works natively with 
NVIDIA NIM, NeMo, cuVS, and any S3-aware AI framework.

Government-verified Security & Compliance

FIPS 140-3, NIST 800-88, S3 Object Lock, AES-256 + KMIP. Designed for sovereign AI, 
regulated industries, and air-gapped deployments.

• S3-native, software-defined object storage
• NVIDIA-Certified 
• Runs on standard X86 servers (Flash or HDD)
• Data layer for AI: Multi-tenant, high-performance 

storage for training, inference, and RAG

S O L U T I O N  F E A T U R E SQ U I C K  S T A R T

NVIDIA Certification

RDMA for S3
• Direct GPU-to-storage 

transfer — no CPU bottleneck
• 35GB/s (read) per storage 

node
• Linear performance 

scalability
• 3× faster than non-RDMA 

flash

• Foundation level today
• Enterprise level in progress

AI DATA PLATFORM

Cloudian HyperScale® AIDP

Complete Solution 

• NVIDIA AI Enterprise SW
• NVIDIA AI Blueprints
• NVIDA GPUs
• Cloudian HyperStore
• Lenovo or Supermicro HW
• Enterprise support 

Cloudian HyperStore software

AI FACTORY

T W O  W A Y S  T O  D E P L O Y :

Saves cost 
vs public 
cloud AI.



C O NN EC T  W IT H  CL O U D IA N
Ready to validate HyperStore in your customer’s AI environment? 
Cloudian offers proof-of-concept support and dedicated SA resources 
for NVIDIA ecosystem partners.

Partner page: cloudian.com/nvidia

Sales: Arawlani@cloudian.com

E N T E R P R I S E  P R O V E N

• Multi-tenancy amortizes spend across many tenants: Per-tenant QoS, RBAC, 
encryption, metering, and reporting. No need to build a cluster per customer. 

• Policy-based automated tiering:  Automatically move cold data off flash to 
lower-cost storage

• Right-size at purchase, grow in place: Deploy partially populated nodes and 
add drives to existing nodes later. No overprovisioning.

• Multi-cloud tiering with bimodal access: Tier data to AWS, GCP, Azure. 
Reverse tier to access cloud data without paying to repatriate it. 

• Software-defined, hardware-agnostic: Runs on commodity x86 from any 
vendor, avoiding proprietary HW lock-in. 

E C O N O M I C  A D V A N T A G E S

Proven at enterprise, government, and service providers worldwide.

A I  W O R K L O A D  U S E  C A S E S

KV Cache & Inference Acceleration

Store and serve LLM KV cache over RDMA-S3 to eliminate recomputation. Measured 65× 
reduction in Time-to-First-Token on NVIDIA GPU clusters. Drop-in for NIM microservices.

RAG & Enterprise Document AI

Saves cost vs. public cloud AI. HyperScale AIDP provides a turnkey HW and SW product. 
Ensures data sovereignty. Includes NVIDIA AI Enterprise SW and NVIDIA AI Blueprints in 
a fully supported solution that eliminates development risk. 

NeoCloud & Multi-Tenant AI Services

Host multiple enterprise AI tenants on a single Cloudian cluster—with isolated 
namespaces, per-tenant billing, and QoS enforcement. No multi-cluster sprawl.

Reference materials: cloudian.com/nvidia_solutions

Reference architectures: Foundation Certification & AIDP
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